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Executive
summary

Generative Al is rapidly reshaping the online ecosystem,
including how industry approaches the prevention of

online child sexual exploitation and abuse (OCSEA).

As transparency reporting practices evolve alongside
these technologies, clear and consistent reporting can
help build trust, improve accountability, and support
informed engagement across stakeholders.

This appendix applies the Trust framework’s three-part
structure — Policies & practices, Processes & systems,
and Outcomes — to generative Al model developers.
It is designed to:

e Clarify what meaningful OCSEA transparency looks like
for model builders

e Align, where appropriate, with key external frameworks

e Support clearer interpretation of red teaming and
detection metrics

e Improve consistency while preserving flexibility



Background

Trust: Voluntary framework for
industry transparency

In 2022 the Tech Coalition launched Trust: Voluntary
framework for industry transparency. Developed by
industry following a consultation process with civil society
and governments, the Trust framework provides flexible
guidance to tech companies seeking to build trust and
demonstrate accountability by providing transparency
reporting concerning their efforts to combat OCSEA. In
2024, the framework was updated to account for changes
in the regulatory landscape, the emergence of new
technologies and harm types, and firsthand learnings from
industry adoption of the Trust framework.

Alongside the main framework are numerous supporting
materials to facilitate adoption:

e Trust: Transparency reporting implementation guide

e Transparency reporting template

e Guide to transparency under the EU Digital Services Act

This new resource sits alongside the other supporting
materials to apply the principles of the Trust framework to
the context of Generative Al.

The Tech Coallition & generative Al

The Tech Coalition has been keenly focused on the way
generative Al interacts with OCSEA harms across the
ecosystem. This includes a public webinar in 2023 centered
around Understanding Child Safety Risks with Generative
Al, an explainer on addressing Al-generated child sexual
exploitation and abuse, and numerous in person industry
briefings hosted around the world to identify and share
challenges and opportunities. The Tech Coalition has also
funded three research projects through the Tech Coalition
Safe Online Research Fund focused specifically on
generative Al harms.

In addition to these many public opportunities, Tech
Coalition members have discussed generative Al issues
frequently in various members-only forums such as
knowledge sharing groups, events, and mentorships. All
of these opportunities have contributed to a constantly
evolving understanding of the potential harm vectors of
generative Al around OCSEA.

Existing third-party initiatives

The Tech Coalition is not the only party active in this

space; particularly worth noting are some related efforts to
highlight the intersection of Generative Al and transparency.
One is the Safety by Design Principles created by Thorn
and All Tech Is Human, to which a number of Tech Coalition
members have publicly committed. These principles are
broken down into three categories:

1. Develop: Develop, build and train generative Al
models that proactively address child safety risks

2. Deploy: Release and distribute generative Al models
after they have been trained and evaluated for child
safety, providing protections throughout the process

3. Maintain: Maintain model and platform safety by
continuing to actively understand and respond to
child safety risks

Thorn encouraged companies to provide regular transparent
progress reports on efforts around these pillars. This and
other frameworks are helpful to consider in addition to

the Trust framework when thinking about how to build a
transparency report - and indeed, there are often areas of
overlap with the Trust framework’s categories.


https://technologycoalition.org/resources/trust-voluntary-framework-for-industry-transparency/
https://technologycoalition.org/resources/trust-voluntary-framework-for-industry-transparency/
https://technologycoalition.org/resources/trust-transparency-reporting-implementation-guide/
https://technologycoalition.org/resources/transparency-reporting-template/
https://technologycoalition.org/resources/dsa-transparency-compliance-guide/
https://technologycoalition.org/resources/understanding-child-safety-risks-with-generative-ai/
https://technologycoalition.org/resources/understanding-child-safety-risks-with-generative-ai/
https://technologycoalition.org/resources/addressing-ai-generated-child-sexual-exploitation-and-abuse/
https://technologycoalition.org/resources/addressing-ai-generated-child-sexual-exploitation-and-abuse/
https://technologycoalition.org/news/eu-briefing-genai-research/
https://technologycoalition.org/news/eu-briefing-genai-research/
https://www.thorn.org/blog/generative-ai-principles/

Trust framework
categories

As mentioned above, the Trust framework breaks down
recommended report contents into three categories:

e Policies and practices
e Processes and systems

e Outcomes

The Trust framework offers different elements in each of
these categories that a company may choose to report

on, in line with the overall principles. All of these elements
together should form a cohesive narrative that explains a
company’s holistic approach to combatting OCSEA on their
service.

While not every element or suggested data point will

be relevant or even possible for every service, it is
recommended for generative Al companies (and all
companies reporting on OCSEA) to review the full
framework. With that in mind, the following sections
highlight potential generative Al specific applications of
these categories.



Policies and
practices

This category helps companies explain how their child
safety approach is designed and implemented. The Trust
framework provides a thorough list of topics on which
companies should consider providing information. A few key
examples that are especially relevant in the generative Al
context are expanded on here.

Any information provided on any of the suggested topics in
this section should be carefully calibrated to provide clear
information without exposing any detail or other information
that could be exploited by offenders.

Description of the company or service’s policies with
respect to CSEA, including what constitutes violative
content and conduct

Where applicable: explanation of any updates or changes
to relevant policies that have taken place over time

This description is critical for explaining what uses are
permitted or not permitted for a given model. Also,

given the rapid development timelines of most leading
generative Al models, companies should flag associated
safety updates. Knowing what level of model updates
trigger re-evaluation and how these updates are folded
into the development cycle is useful insight into feedback
loops.

Simple definitions of any technical terms used in the
transparency report

Generative Al models are, by their nature, complex

and technical. This can be seen through model cards,
another form of transparency that is common practice
for many models. Child safety transparency reports often
have a broader audience than model cards, and may be
targeted at users and stakeholders with limited technical
expertise. When drafting a transparency report, consider
your target audience, define any necessary technical
terms, and feel free to link out to more technical
documentation for those interested viewers.

Description of any relevant cross-industry or cross-
sector collaboration

Development, testing, and monitoring of generative Al
models is rarely conducted in a vacuum. Many model
builders are members of organizations such as the Tech
Coalition, work with third parties to red team models, are
signatories to cross-sector principles such as Thorn’s,
and much more. These collaborations are often useful to
disclose to demonstrate a robust commitment to child
safety and OCSEA prevention.

Overall, most of the considerations around policies and
practices in the Trust framework as drafted can be applied
directly to generative Al model companies. It is worth
reviewing these topics in full and thinking through each one.



Processes and
systems

This category is an opportunity to provide qualitative
information on how policies are operationalized and
enforced. This is broken down into three subcategories:

1. CSEA prevention and detection
2. Mitigation

3.  Moderation and enforcement

Prevention and detection covers a wide range of proactive
measures a company can take to address harms as far
upstream as possible. In the generative Al models context,
this may include themes such as:

e Descriptions of how training data is sourced, cleaned,
and evaluated, as well as how the model was trained on
this data

e Risk assessment and red teaming processes
undertaken

e Detection technologies utilized and what harms are
being actively detected

Mitigation then focuses on the kinds of actions taken to
respond to threats, incidents and bad actors, as well as any
additional measures taken to reduce identified CSEA risks.
For model builders, this may include:

e How a model is trained to respond to a variety of risky /
adversarial messages

o This could distinguish between accidentally
violative requests, direct requests to violate rules, or
attempted circumvention

e Further tie-ins to safety by design and how models are
built in such a way that threats are minimized

Finally, moderation and enforcement addresses the options
that may be taken in response to a breach of company

policy.

This includes both content takedown and reporting
processes, including actions taken by companies as well as
interactions with law enforcement and third party reporting
authorities.

If companies have intermediate responses to lower level
violations such as reduced feature access, those should be
described here, as well as the full actioning of accounts for
the most serious CSEA violations.



Outcomes

The final recommended reporting category focuses on
the provision of data that helps illustrate the impact of the
company’s policies and practices, and systems and processes.

Regardless of diversity across industry and of the different
processes employed, all companies should provide data on
the following items in their transparency report:

e CSEA identified and actioned
e User accounts identified and actioned

e Number of reports to relevant external authorities

These recommended metrics apply to generative Al
companies as well.

Companies are also encouraged to break these figures

down more granularly. Of particular note for generative Al
model builders is training data and red teaming breakdowns.
Sharing how much CSAM or OCSEA content (if any) was
found in training data can build trust in the model design.
Separating content actioned / reported due to red teaming
efforts can both illustrate proactive safety efforts and provide
a clearer picture of the OCSEA picture on the user side.

In addition to training data and red teaming outcomes,
generative Al companies may consider reporting the number
of prompts that activated intermediate interventions such as
closed conversations or rejected prompts, or which types of
violative prompts were seen most frequently.

Finally, most of the other suggested outcomes from the Trust
framework remain relevant for generative Al companies:
appeals data, law enforcement requests, etc. No matter what
metrics are ultimately shared, companies should be clear

in explaining how their metrics are collated and organized,
and explain what they mean in real terms for users and
stakeholders in a way that avoids misinterpretation.

Case studies

Many current Tech Coalition members with generative
Al models have robust transparency reporting resources
available. See a few examples below - this is not an
exhaustive list.

Conclusion

The Trust framework is ultimately a principles-based
approach to transparency reporting that was designed to be
utilized by all sectors of industry. This means that most of
the recommendations and themes of the Trust framework
can be applied fully in the generative Al context.

At the same time, generative Al models are distinct, and
so model builders have additional considerations around
training data and red teaming, intended and actual
capabilities, and other commitments.

Tech Coalition members will continue advancing these
discussions through ongoing collaboration and knowledge
sharing across TC spaces. Companies across the ecosystem
are also encouraged to explore Tech Coalition membership
or our Pathways program. The Tech Coalition will continue
engaging with stakeholders (including civil society,
governments, and regulators) on transparency reporting,
generative Al, and evolving approaches to online child safety.
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https://technologycoalition.org/membership/
https://technologycoalition.org/programs/pathways/
https://transparencyreport.google.com/child-sexual-abuse-material/reporting
https://www.aboutamazon.com/news/policy-news-views/amazon-csam-transparency-report-2025
https://www.anthropic.com/transparency/system-trust-reporting
https://transparency.meta.com/reports/community-standards-enforcement/child-nudity-and-sexual-exploitation/facebook/
https://openai.com/trust-and-transparency/
https://stability.ai/child-safety

Tech
Coalition

Together, we fight online child sexual abuse.

About the Tech Coalition

The Tech Coalition unites the global tech industry to protect
children from online sexual exploitation and abuse (OCSEA).
Our members’ platforms span search, social media, gaming,
dating, Al, finance, and more.

No single company can tackle this alone — but together,
we’re building a safer digital world for children.

Our community shares expertise and pools knowledge to
strengthen all links in the chain, enabling companies of
any size to access the tools, resources, and collaboration
needed to drive meaningful impact.

To learn more visit www.technologycoalition.org
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